
Lesson 4
Introduction to image manipulation



Dictionaries:  mutable, unordered, “indexed” -> (by keys)

List Comprehension: an easier way to loop and build lists

Images

Previously in Python Base...



The random library

Python has a random number library, which you can import as:

“Import random”

For now we will stay with only one function from this library: uniform()

“random.uniform(lower_limit, upper_limit)”

Warming up

Exercise



Create a list with as many values you want (strings) - we will use these values to 
create the dictionary keys.
E.g.: a = [“string1”, “another string”]

Create an empty dictionary: my_dict = {}

For each value in your list, attribute a random value from 0 to 10 to the dictionary.
E.g.: my_dict[a[0]] = random.uniform(0,10)

Remember that you can create a dictionary key by just assigning it: 
my_dict[“new key”] = “something”

Warming up



import random

a = [“one”, “two”, “three”, “four”]
my_dict = {}
for index in a:

my_dict[index] = random.uniform(0,10)
print(my_dict)

Warming up

my_dict = {index:random.uniform(0,10) for index in a}
print(my_dict)



import matplotlib.pyplot as plt (or “from matplotlib import pyplot as plt”)
import matplotlib.image as mpimg

image_variable = mpimg.imread(image_name)

image_name can be the name of the file (if it is under the same folder where the 
script is being run) or the full path to the file. E.g. “C://my_images//image.png”

To display an image, use plt.imshow(image_variable)
Some may need to add “plt.show()” in a new line following the command above

Reading images



With the library once imported inside your script, you can use everything that is 
inside what you imported. It is convenient to import only what you are going to 
use, since libraries can be considerably large some times.
In our case, we have the modules pyplot and image from the library matplotlib 
loaded.

To save an image, just write mpimg.imsave(image_name, image_variable)

image_name here works in the same way as before. If a simple name, like 
“myimage.png”, is given, the image is saved in the exact same folder where the 
script is running.

Writing images



1. Open the example image “field.png” with matplotlib;
2. Display it;
3. Save it with another another name;
4. Open the saved image;
5. Display the saved image.

Exercise 1



Exercise 1



We have already seen what images technically are.
Nonetheless, we have some slight variations. 
Grayscale images are exclusively bi-dimensional matrices. RGB images can 
represent grayscale images, by having all its RGB values equal (R=B=G) and are 
tri-dimensional matrices. Finally we have RGBA images, where A is the opacity, 
transparency.

Each X,Y pixel has 4 attributes: 
R, G, B and A

What are images?



The traditional values for each pixel attribute ranges from 0 to 255.
This means that a pixel p=[255,0,0,255] is red, while another pixel p=[0,0,255,255] 
is blue.

Some libraries, as matplotlib, prefer to use values from 0 to 1.0, to make it easier 
and straightforward. So, using the examples above, p=[1,0,0,1] is red and 
p=[0,0,1,1] is blue.

The gold color would be [212,175,55,255] in standard RGBA values and 
[0.83,0.68,0.21,1] in the 0 - 1 scale. The latter is straightforward. Because it is 
read in percentages of each channel.

What are images?



So a grayscale image in RGBA values, using the 0-1 scale (which we will be using 
throughout the rest of the course) is an image where the percentage of each color 
channel is the same. Therefore a pixel with a 50% gray tonality will be represented 
as [0.5, 0.5, 0.5, 1].

What are images?



1. Open the two example images called “example.png” and “binary.png”;
2. Create a dictionary where each image is stored in one different key;
3. Print the dictionary to the console;
4. Now display each of the images using plt.imshow().

Exercise 2







1. Open the example image called “example.png”;
2. Display the image;
3. Change the value of each white pixel to 50% gray;
4. Save the image with a new name;
5. Open the saved image;
6. Display the new image.

Exercise 3

If you want to save your image in another folder or read an image 
from another folder, check this link to find more about directory 
management with the default os library. (import os)
https://www.programiz.com/python-programming/directory

https://www.programiz.com/python-programming/directory


Exercise 3



So far we saw that images can be manipulated, having their pixel values altered.
This is the basis for changing them according to our needs.

Two basic filters used in image processing, are threshold and low-pass (median) 
filters.

Image filtering



Threshold consist of “removing” pixels above or below a certain value.

If we want to cut the darker portion of the image, we cut off the values BELOW our 
threshold, allowing only values ABOVE it. If we want to cut the brighter portion of 
the image (therefore enhancing the darker part, which will be more visible), we cut 
off the values ABOVE our threshold value, allowing only the values BELOW it.

Image filtering



Image filtering

1st we define our threshold value

Then we loop our image 
replacing every pixel 
with value greater than 
our threshold to white



1. Open the example image called “link.png”;
2. Display the image;
3. Set the threshold value you want;
4. Apply a threshold filter such that the brighter pixels become white and the 

darker becomes black;
5. Save filtered image with the name “link_filtered.png”
6. Open the saved image;
7. Display the new image.

Exercise 4



Exercise 4



We can use the threshold filtered image to create a mask and then re-filter our 
image, allowing just the thresholded mask values to “pass”.

Image filtering



This is done by simply comparing the values from the mask.
The threshold mask has only white or black pixels, therefore we can use it as a 
filter over our original image.

Image filtering



1. Open the example image called “bird2.png”;
2. Display the image;
3. Set the threshold value (to have the same results as the previous slide use 

0.45);
4. Create a threshold mask;
5. Save the mask with the name “mask.png”
6. Open the threshold mask;
7. Filter the original image (if the mask pixel is black, make the original image 

pixel black);
8. Display the new image.

Exercise 5





Image addition, subtraction and negatives.

Although image addition and subtraction can be rather complex, we will address 
here a simplistic and direct approach so we can start getting the hang of it.

Few more operations



Suppose two images that we want to add up.

We can do it by simply summing both elements from the matrices and the result 
will be the image on the right. (considering we don’t have an alpha channel, there 
is no overlapping and both images have the same dimension)

Few more operations



Yes, it’s that simple. But,

We can get around by normalizing the 
image. Which is basically making 
new = new/new.max() for 0-1 scale and 
new = new/new.max()*255 for 0-255 scale

Which leads us to:



The problem comes from the alpha channel. When we sum both images where 
alpha is already the maximum (1 or 255), the sum is obviously twice the maximum 
standard value and therefore, clipping happens.

When summing images that overlap, create conditions to avoid clipping

Few more operations





I hope that by now you can already do it on your own

Negatives

If my pixel p = [0.25, 0.25, 0.25], what its 
COMPLEMENT is?

comp_p = [0.75, 0.75, 0.75]

comp_p = 1 - p

Keep an eye for the alpha channel!
Moreover, list - list is an unsupported operation in 
Python. A list cannot be subtracted from another 
one like this, because the data types do not 
necessarily are the same. We can do this with our 
images because when they are read, they are 
imported as another data structure.



Negatives

This is not one LIST minus the other.



Try exercise 5 with different images (download random grayscale images from the 
internet);
Try different threshold values;
Try inverting the mask, instead of filtering the pixels above the threshold, filter 
those below it.

Homework


